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Abstract. In this contribution we describe a vision system for model-
based 3D detection and spatio-temporal pose estimation of objects in
cluttered scenes.As low-level features, our approach requires 3D depth
points along with information about their motion and the direction of the
local intensity gradient. We extract these features by spacetime stereo
based on local image intensity modelling. After applying a graph-based
clustering approach to obtain an initial separation between the back-
ground and the object, a 3D model is adapted to the 3D point cloud
based on an ICP-lik e optimisation technique, yielding the translational,

rotational, and internal degreesof freedom of the object. Weintro duce an
extended constraint line approach which allows to estimate the temporal
derivativ es of the translational and rotational pose parameters directly

from the spacetime stereo data. Our system is evaluated in the scenario
of person-independert \trac king by detection" of the hand-forearm limb
moving in a non-uniform manner through a cluttered scene.The tempo-
ral derivativesof the current pose parameters are used for initialisation

in the subsequen image. Typical accuracies of the estimation of pose
di erences between subsequen imagesare 1{3 mm for the translational

motion, which is comparable to the pixel resolution, and 1{3 degreesfor
the rotational motion.

Keyw ords: 3D scenesegmertation; 3D poseestimation; spacetimestereo;
temporal posederivativ es; tracking by detection.

1 Intro duction

The interaction betweenhumansand robots requiresreliable vision methods for
3D poseestimation of human body parts basedon 3D sceneanalysis. A classical
approad to the model-basedsegmenation of point clouds and poseestimation
is the iterativ e closestpoint (ICP) algorithm [1,16]. An approac to model-based
3D human body tracking basedon the ICP algorithm is preserted in [9]. Normal
optical ow is usedin [3] to predict the location of a moving object in a \trac k-
ing by detection" framework. Translational and rotational componerts of camera
motion are estimated in [5] basedon a combined analysis of stereo correspon-
dencesand optical ow. Moving objects are detected in complex scenesin [14]
by segmeting a 3D point cloud with motion attributes, where multi-h ypothesis
tracking of the objects is performed based on a particle lter framework. A



model-based3D human body tracking system with 21 degreesof freedom has
recertlly beenintroducedin [13], where poseestimation relies on silhouettes ex-
tracted basedon level set functions. A high metric accuracyis achieved in the
absenceof cluttered badkground. Model-based3D tracking of the hand-forearm
limb basedon the multio cular contracting curve density algorithm is described
in [6]. This method yields a high metric accuracy in the presenceof cluttered
badkground but requiresa good initial pose.A detailed overview about the large
eld of human motion capture is givenin [11].

In this study we presen a method for model-basedspatio-temporal 3D pose
estimation, i. e. determination of 3D poseand its temporal derivative, from a
3D point cloud with motion attributes extracted from stereo image pairs. In
contrast to most approachesmertioned above, no initial poseneedsto be known
a-priori and no temporal ltering (e. g. Kalman ltering) is used.An extended
constraint line approad inspired by [7, 15]is intro ducedto infer the translational
and rotational motion componerts of the objects basedon the low-level motion
information provided by spacetimestereodata.

2 Spatio-temp oral 3D pose estimation

2.1 Spacetime stereo image analysis

In our system, the acquired sequenceof stereoimage pairs is analysedby space-
time stereo basedon local intensity modelling, a technique introduced in [14].
The camerasare calibrated and the imagesare recti ed to standard stereo ge-
ometry with epipolar lines parallel to the image rows [10]. A correspondence
seardh is performed for ead interest pixel in the left image for which a su -

ciently high vertical intensity gradient is obsened. To the local spatio-temporal
neighbourhood of ead interest pixel a parameterised function h (P ;u;v;t) is
adapted, where u and v denotethe pixel coordinates, t the time coordinate, and
P the vector of function parameters. The greyvaluesaround an interest pixel
are modelled by a combined sigmoid-polynomial approac (cf. [14] for details):

h(P;u;v;t) = pi(v;t) tanh [p2(v; t)u + ps(v;t)] + pa(v;t): &8

The terms py(v;t), p2(v;t), ps(v;t), and ps(v;t) denote polynomials in v and
t. The polynomial p;(v;t) describes the amplitude and py(v;t) the steepness
of the sigmoid function, while p3(v;t) accourts for the row-dependert position
of the model boundary. The polynomial ps(v;t) is a spatially variable o set
which modelslocal intensity variations acrossthe object and in the badkground.
Interest pixels for which no parametric model of adequatequality is obtained are
rejectedif the residual of the t exceedsa giventhreshold. In this study, we will
directly t the model function (1) to the spatio-temporal pixel neighbourhoods,
using the Leverberg-Marquardt algorithm. An approximate but faster linearised
approad is described in [14].

The maximum value of the intensity gradient in horizontal direction is ob-
tained at the root ug(v;t) = ps(v;t)=p(v;t) of the hyperbolic tangert. The



horizontal position of the intensity gradient at the current time stepfor the epipo-
lar line onwhich the interest pixel is locatedis given by the value ug(vc; tc), where
the index c denotesthe certre of the local neighbourhood of the interest pixel.
The direction of the intensity gradient and the velocity of the intensity gra-
dient along the epipolar line are givenby = @Je=@jvc;tc and = @Je=@jvc;tc.
For correspondenceanalysis, the sum-of-squared-di erencessimilarity measure
is adapted to our algorithm by comparing the tted functions h(P;u;v;t) and
h(P;u;v;t) accordingto
VA
S= h(P;u uL(vC;tc);v;t) h(Pr;u  ug(ve;te);v;t) ? du dv dt; (2)

where u, v, and t traversethe local spatio-temporal neighbourhood of the in-
terest pixel in the left (index |) and the right (index r) image, respectively.
Once a correspondencebetween two interest pixels on the same epipolar line
has been establishedby searding for the best similarity measure,the disparity
d correspondsto d = ul + ul(ve;te)  [ul + uL(ve;te)] with ul and Ul asthe
integer-valued horizontal pixel coordinates of the left and the right interest pixel,
respectively. For a stereosystemin standard geometrywith a baselineband iden-
tical cameraconstarts f , the depth z is given by z = (bf)=(d, d) [8], where d;
denotesthe size of a pixel on the sensor.The epipolar velocity @=@ and the
velocity @=@ along the z axis can then be computed in metric units according
toU=@=@= b '+ " =2d)andW = @=@=  bf ! T =(dp d?).
The vertical velocity component V = @=@ cannot be inferred pointwise from
the spacetime stereo data due to the aperture problem. For a typical example
sceneFig. ladisplaysthe pixels for which stereocorresppndencesare established
as well as the values determined for the epipolar velocity @=@. For ead pair
of corresponding image points, the described spacetimestereoapproach directly
yields the 3D coordinates, the velocity componerts parallel to the epipolar lines
and parallel to the z axis, and the direction of the local intensity gradient {
these features are neededfor the subsequeh processingstagesof our system.
Alternativ ely, a separate estimation of horizontal optical ow and local inten-
sity gradient combined with traditional stereoanalysis[8] or the stereo system
introducedin [4] might be employed to derive this information.

2.2 Scene clustering and mo del-based pose estimation

An initial segmemation of the attributed 3D point cloud extracted with the
spacetimestereotechnique is obtained by meansof a graph-basedunsupervised
clustering technique [2] in a four-dimensional spacespannedby the spatial coor-
dinatesand the epipolar velocity of the 3D points. This clustering stagegenerates
a scene-depndert number of clusters, essetially separating the moving object
from the (stationary or di erently moving) badckground. For the rst image of a
sequencethe approximate position and orientation of the object are estimated
basedon a principal componert analysisof the corresponding cluster points and
used as initial values for the model adaptation procedure. For the subsequeh
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Fig. 1. (a) Image from the rst test sequence(cf. Section 3). Interest pixels for which
stereo correspondencesare established are shown asyellow dots. Epip olar velocities are
indicated as white lines. (b) 3D model adapted to the 3D point cloud.

images, the initial pose parameters are inferred for the current time step from
the previous spatio-temporal poseestimation result as described in Section 2.3.

A classicalmethod to assigna point cloud to a geometric object model is
the iterativ e closestpoint (ICP) algorithm introduced in [1]. Given an initial
estimate of the object pose,the pose parameters are updated by minimising
the mean squared distance betweenthe scenepoints and the model. This pro-
cedureis applied in an iterative manner. As a result, the algorithm yields the
three-dimensional object pose.In [1], this method is applied to the registration
of point sets, curves,and surfaces.Sincethis approac can only be usedin situ-
ations where all scenepoints belongto the object, it is a poseestimation rather
than a scenesegmemation technique. In the ICP algorithm proposedin [16],
the scenepoints and the object model are represerted as sets of chained points.
During ead iteration step the poseparameters are updated while at the same
time somescenepoints are assignedto the object model and others are rejected,
basedon the distance to the object and the similarity of the tangent directions
of the sceneand model curves. Thus, outliers in the 3D point cloud are auto-
matically rejected, and the algorithm is robust with respect to disappearing and
re-appearing object parts aswell aspartial occlusions.As a result, the subsetof
scenepoints belongingto the object, i. e. a scenesegmenation, is inferred along
with the 3D object pose.

In this study we follow the approach according to [16] in orderto t a 3D
model of the hand-forearmlimb (which doesnot necessarilyrepresert the object
at high accuracy) to the 3D points determined to belongto the moving fore-
ground object by the preceding clustering stage. We utilise the hand-forearm
model introducedin [6], made up by a kinematic chain connectingthe two rigid
elemerts forearm and hand. The model consistsof v e truncated conesand one
complete cone (cf. Fig. 1b). The coneradii corresponding to the hand and the
upper end of the forearm are both setto 60 mm, and the lengths of the forearm
and the hand are xed to 220 mm and 180 mm, respectively. The other radii are
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Fig. 2. (a) Relation between edgedirection and normal velocity n. (b) De nition
of the constraint line in UV space represening the con gurations (U;V) which are
consistert with the observed normal velocity .

inferred from human anatomy accordingto [6]. For eat of the two rotationally
symmetric model parts, the 5-dimensional vector  of translational and rota-
tional poseparametersis determined. The relative orientation betweenforearm
and hand is described by two angles,which are included into the model asinter-
nal degreesof freedom. In the courseof the adaptation process,3D points not
previously determined to belongto the object may be addedto it while others
may be rejected, resulting in a robust behaviour with respect to errors of the
preceding clustering stage. The optimisation procedure is implemented as an
M-estimator [12] with the \fair" weighting function.

2.3 Estimation of the temp oral pose deriv ativ es

Both motion componerts of a scenepoint parallel to the image plane can only
be recovered from the corresponding local pixel neighbourhood if the intensity
distribution around the pixel is corner-like. Edge-like intensity distributions only
allow the determination of one velocity componert, such asthe componert par-
allel to the epipolar lines computed by the spacetimestereoalgorithm (cf. Sec-
tion 2.1). This ambiguity is a consequencef the well-known aperture problem
[8]. Restricting the stereo and motion analysisto corner-like image features [4]
may result in fairly sparsedepth maps. If edge-like image featuresare evaluated,
asit is the casein all image sequencesegardedin this study, projecting the de-
termined velocity componert onto a line orthogonal to the local edgedirection
yields the normal velocity , as depicted in Fig. 2a. The angle betweenthe
direction of the horizontal epipolar lines and the direction of the normal velocity
isgivenby = tan with asdened in Section2.1.

In the following, the translational velocity componerts of the object parallel
to the x, y, and z axis are denoted by Uqpj, Vobj, and Wopj, respectively, and
expressedn metres per second.Given the obsened normal velocity ,, all con-
sistert con gurations (U; V) arerepresened by the corresponding constraint line
in UV spaceasde ned in [7,15] (cf. Fig. 2b). For an object performing a purely
translational motion parallel to the image plane, all constraint lines belonging
to pixels on the object intersectin a single point in UV space.Both componerts
of the translational motion are thus uniquely recovered. For objects with a ro-
tational motion componert in the image plane, a casewhich is not addressed
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Fig. 3. (a) Rotating ellipse with reference points marked on its boundary. (b) Con-

straint lines resulting from the rotation of the ellipse. (c) Typical distribution of con-
straint line intersectionsin UV spacefor a real-world image from the rst test sequence
(cf. Fig. 1). The mean of the distribution hasbeensubtracted from all points, the prin-

cipal components are drawn as solid black lines.

in [7,15], the intersection points between constraint lines are distributed across
an extendedregion in UV space.This situation is illustrated in Fig. 3a for an
ellipserotating courterclockwise. The constraint lines belongingto the indicated
contour points are shown in Fig. 3b. In this example,the U coordinates of the
constraint line intersection points are a measurefor the mean horizontal veloci-
ties of the corresponding pairs of image points. The V coordinates have no such
physical meaning. The distribution of intersection points is elongatedin vertical

direction due to the fact that a vertical edgedetector is used for interest pixel

extraction and becauseonly image points with assaiated valuesof j j < max

with max typically chosenbetweenl and 2 (cf. Section 3) are selectedby the
spacetime stereo approach. Hence, constraint lines running at small anglesto

the x axis do not exist.

Fig. 3c shaws a distribution of constraint line intersection points obtained
from the sceneshown in Fig. 1a, being typical of a rotationally symmetric and
elongatedobiject like the forearm partial model usedin this study. The points in
UV spaceare weighted accordingto the spatial density of the corresponding 3D
points along the longitudinal object axis. The mean (Uobj; Vobj) Of the intersec-
tion point distribution, corresponding to the translational motion component of
the object, has already been subtracted from the intersection points in Fig. 3c.
The translational motion componert Wop; parallel to the z axis is given by the
median of the (fairly noisy) values of @=@ for all 3D points assignedto the
object or object part.

In the example regardedin Fig. 3c, scenepoints near the wrist are moving
faster in the image plane than scenepoints near the elbow. The resulting in-
tersection points are strongly concerrated near the points (Uz; Vi) and (Uz; V>)
depictedin Fig. 3c, which represen the motion of the scenepoints nearthe elbow



and near the wrist. In this scenario,two circular markers attached to the upper
and the lower end of the forearm, respectively, would yield two narrow clusters of
intersection points in UV spaceat (Uq; V1) and (Uz; V2). Regarding scenepoints
at arbitrary positions on the forearm instead of well-localised markers yields a
distribution which is largely symmetric with respect to the line connecting the
points (U1; Vi) and (Uz; V2). The information about the rotational motion of the
object is thus corntained in the range v coveredby the projections of the inter-
section points on the principal component of the distribution which is oriented
perpendicular to the longitudinal axis of the object (the secondprincipal com-
ponert in Fig. 3c). The value of v then correspondsto the velocity dispersion
acrossthe object causedby rotational motion in the image plane. In our system,
we robustly estimate v basedon the 10% and 90% quantiles of the distribution
of the projection values.The angular velocity ! , of the object rotation parallel to
the image plane is then obtained by ! , = v =I with | asthe length interval
parallel to the longitudinal object axis covered by the assigned3D points.

The rotation orthogonal to the image plane is determined basedon the values
of @=@ determined in Section 2.1 for the extracted 3D points. For eadh model
part, the projections pt!) of the assigned3D points on the longitudinal object axis
are computed, and a regressionline is tted to the p(); @=@" data points.
The slope of the regressionline directly yields the velocity dispersion w in z
direction and thus the angular velocity ! o of the object rotation orthogonal to
the image plane. Due to the rotational symmetry of the object models regarded
in this study, the rotational motion of the object is already fully determined by
the two componerts ! , and ! , of the angular velocity.

The technique described in this section allows to extend the determination
of the vector  of poseparametersby a direct estimation of the temporal pose
derivative — without the needfor an object tracking stage.

3 Experimental investigations and evaluation

The described method is evaluated by analysing three realistic image sequences
displaying a hand-forearmlimb moving at non-uniform speedin front of complex
cluttered badkground (cf. Figs. 1 and 4). The distance of the hand-forearm limb
to the cameraamounts to 0:85{1:75m, the imageresolution to 2{3 mm per pixel.
For acquisition of stereoimage pairs a PointGrey Digiclops CCD camerasystem
is used. The time step betweensubsequeh image pairs amounts to t = 50 ms.
Spacetime stereo information according to Section 2.1 is determined based on
triples of subsequen stereoimage pairs, where we have set nax = 2. Ground
truth information hasbeendetermined basedon three markersattachedto points
located on the upper forearm (P 1), the wrist (P ;), and the front of the hand
(P 3). The 3D coordinates of the markersweredetermined by bundle adjustment.
For ead of the two parts of the hand-forearm model, the corresponding
5 translational and rotational pose parameters (denoted by the vector ) are
determined independertly. For the evaluation, our method is employed as a
\trac king by detection” system,i. e. the pose (t) and the posederivative _(t)
are usedto compute a pose i (t+nt )= (t)+ —(t) (nt ) for the next



Fig. 4. Spacetime stereo and model adaptation results for example images from the
second(left) and the third (right) test sequence.

time stept+ n t at which a model adaptation is performed. The pose it (t +
n t ) is used as an initialisation for the model adaption procedure described
in Section2.2. The temporal derivativesof the poseparametersare determined
independertly for each model part, wherethe translational motion is constrained
such that the two model parts are connectedwith ead other at the point P ;.

For each sequencethe evaluation is performed for di erent valuesof n. As a
measurefor the accuracy of the estimated pose,the mean Euclidean distances
in the scenebetweenthe estimated and the ground truth positions are showvn
for P 1 (circles), P, (squares),and P 3 (diamonds) columnwise for the three test
sequencedn the rst row of Fig. 5. The second row shaws the mean errors
and standard deviations of the translational motion componerts Ugp; (circles),
Vobj (squares),and Woyp; (diamonds) per time step. For ead value of n, the left
triple of points denotesthe forearm and the right triple the hand. The third
row displays the mean errors and standard deviations of the rotational motion
componerts ! , (circles) and ! , (squares). For eat value of n, the left pair of
points denotesthe forearm and the right pair the hand.

The Euclidean distances between the estimated and true reference points
typically amount to 40{80 mm and becomeas large as 150 mm in the third
sequencewhich displays a pointing gesture(cf. Fig. 4). Being independert of n,
the valuesare comparableto those reported in [6]. Furthermore, the deviations
measuredfor our systemare comparableto the translational accuracy of about
70 mm achieved by the stereo-basedupper body tracking system described in
[17]. Thesediscrepanciesare to someextent causedby a shift of the model along
the longitudinal object axis but also by the fact that the lengths of the partial
models of the forarm and the hand are xed to 220 and 180 mm, respectively.
For the three sequencesthe true lengths correspond to 190,190,and 217 mm for
the forearm and to 203, 193, and 128 mm for the hand. Especially in the third
sequencehe hand postureis poorly represerted by the model, asthe hand forms
a st with the index nger pointing. However, this doesnot a ect the robustness
of the system. Our evaluation furthermore shows that the motion betweentwo
subsequeh imagesis estimated at a typical translational accuracy of 1{3 mm,
which is comparableto the pixel resolution of the images,and a typical rotational
accuracy of 1{3 degreesDue to its roundish shape, the rotational motion of the
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Fig. 5. Evaluation results, columnwise displayed for the three test sequences\Motion"
refers to the posevariation between subsequen images. For details cf. Section 3.

hand is estimated lessaccurately than that of the more elongatedforearm (the
very large errors obsened for ! , in the rst sequenceare due to sporadically
occurring outliers). A robust detection and poseestimation of the hand-forearm
limb is achieved for time intervals between subsequeh model adaptations as
long as 800 ms (n = 16). The accuracy of the estimated poseand its temporal
derivative is largely independert of n.

4 Summary and conclusion

In this study we have preserted a method for model-basedspatio-temporal 3D
pose estimation from a 3D point cloud with motion attributes extracted from
stereoimage pairs. Our evaluation in a \trac king by detection" framework has
demonstratedthat arobust and accurate estimation of the 3D object poseand its
temporal derivative is achieved in the presenceof cluttered badkground without
requiring an initial pose. A new extended constraint line approach has been
introducedto directly infer the translational and rotational motion componerts
of the objects basedon the low-level spacetimestereoinformation.

Future work may involve an extensionof the proposedconstraint line method
to arbitrary objects not being rotationally symmetric, involving a detailed map-
ping of intersection points in UV spaceon pairs of 3D points in the sceneto



estimate ! ,, aswell as a determination of two angular velocity componerts or-
thogonal to the image plane.
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