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Abstract. In this contribution we introduce a novel method for 3D tra-
jectory based recognition and discrimination between di�erent worki ng
actions and long-term motion prediction. The 3D pose of the human
hand-forearm limb is tracked over time with a multi-hypothesis Kal man
Filter framework using the Multiocular Contracting Curve Densit y al-
gorithm (MOCCD) as a 3D pose estimation method. A novel trajectory
classi�cation approach is introduced which relies on the Levenshte in Dis-
tance on Trajectories (LDT) as a measure for the similarity between
trajectories. Experimental investigations are performed on 10 real-w orld
test sequences acquired from di�erent viewpoints in a working en viron-
ment. The system performs the simultaneous recognition of a working
action and a cognitive long-term motion prediction. Trajectory recog-
nition rates around 90% are achieved, requiring only a small number of
training sequences. The proposed prediction approach yields signi�cantly
more reliable results than a Kalman Filter based reference approach.

Key words: 3D tracking; action recognition; cognitive long-term pre-
diction

1 Introduction

Today, industrial production processes in car manufacturing worldwide are char-
acterised by either fully automatic production sequences carried out solely by
industrial robots or fully manual assembly steps where only humans work to-
gether on the same task. Up to now, close collaboration between human and ma-
chine is very limited and usually not possible due to safety concerns. Industrial
production processes can increase e�ciency by establishing a close collaboration
of humans and machines exploiting their unique capabilities. A safe interaction
between humans and industrial robots requires vision methods for 3D pose esti-
mation, tracking, and recognition of the motion of both human body parts and
robot parts. To be able to detect a collision between the human worker and the
industrial robot there is a need for reliable long-term prediction (some tenths
of a second) of the motion. This paper addresses the problem of tracking and
recognising the motion of human body parts in a working environment. The
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results of action recognition are used for the long-term prediction of complex
motion patterns.

Our 3D tracking and recognition system consists of three main components:
the camera system, the model based 3D tracking system, and the trajectory
based recognition system. The input images are captured at 20 fps with a trinoc-
ular grey scale camera at VGA resolution.

2 Related Work

Previous work in the �eld of human motion capture and recognition is exten-
sive, Moeslund et al. [11] give a detailed introduction and overview. Bobick and
Davis [3] provide another good introduction. They classify human motion using
a temporal template representation from a set of consecutive background sub-
tracted images. A drawback of this approach is the dependency on the viewpoint.

Li et al. [10] use Hidden Markov Models (HMMs) to classify hand trajec-
tories of manipulative actions and take the object context into account. In [4]
the motion of head and hand features are used to recognise Tai Chi gestures by
HMMs. Head and hand are tracked with a real time stereo blob tracking algo-
rithm. HMMs are used in many other gesture recognition systems due to their
ability to probabilistically represent the variation in the training data. However,
in an application with only a small amount of training data and the need for a
long-term prediction of the motion, HMMs are not necessarily the best choice.

A well known approach is the one by Black and Jepson [2], who present an
extension of the CONDENSATION algorithm and model gestures as temporal
trajectories of the velocity of the tracked hands. They perform a �xed sized linear
template matching weighted by the observation densities. Fritsch et al. [6]extend
their work by incorporation of situational and spatial context. Both appr oaches
merely rely on 2D data. Hofemann [8] extends the work of Fritsch et al. [6] to
3D data by using a 3D body tracking system. The features used for recognition
are the radial and vertical velocities of the hand with respect to the torso.

Croitoru et al. [5] present a non iterative 3D trajectory matching framework
that is invariant to translation, rotation, and scale. They introduce a po se nor-
malisation approach which is based on physical principles, incorporating spatial
and temporal aspects of trajectory data. They apply their system to 3D tra-
jectories for which the beginning and the end is known. This is a drawback for
applications processing a continuous data stream, since the beginning and end
of an action is often not known in advance.

3 The 3D Tracking System

We rely on the 3D pose estimation and tracking system introduced in [7], which
is based on the Multiocular Contracting Curve Density algorithm (MOCCD).
A 3D model of the human hand-forearm limb is used, made up by a kinematic
chain connecting the two rigid elements forearm and hand. The model consists
of �ve truncated cones and one complete cone. Fig. 1(a) depicts the de�nition of
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(a) (b)

Fig. 1. (a) De�nition of the model cones and the dependencies of the radii der ived
from human anatomy. (b) Extraction and projection process of the 3D contour model.

the cones by nine parameters. The 3D pointp1 de�nes the beginning of the fore-
arm. The wrist position p2 is computed based on the orientation of the forearm
and its prede�ned length l forearm . The computation of the 3D point p3 in the
�ngertip is similar. The radii of the cones are derived from human anatomy, see
Fig. 1(a) (right). As the MOCCD algorithm adapts a model curve to the imag e,
the silhouette of the 3D model in each camera coordinate system is extracted
and projected into the camera images (Fig. 1(b)). The MOCCD algorithm �ts
the parametric curve to multiple calibrated images by separating the grey value
statistics on both sides of the projected curve.

To start tracking, a coarse initialisation of the model parameters at the
�rst timestep is required. In the tracking system we apply three instances of
the MOCCD algorithm in a multi-hypothesis Kalman Filter framework. Eac h
MOCCD instance is associated with a Kalman Filter and each Kalman Filter
implements a di�erent kinematic model, assuming a di�erent object motion. The
idea behind this kinematic modelling is to provide a su�cient amount of 
exi-
bility for changing hand-forearm motion. It is required for correctly tracking re-
versing motion, e.g. occurring during tightening of a screw. A Winner-Takes-All
component selects the best-�tting model at each timestep. For a more detailed
description refer to [7].

4 Recognition and Prediction System

The working action recognition system is based on a 3D trajectory matching
approach. The tracking stage yields a continuous data stream of the 3D position
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Fig. 2. Left: 3D reference trajectories of the working action class \tighteni ng". Right:
Time scaling (-20% (green), -10%(red), � 0% (blue), +10% (cyan), +20% (magenta))
of the blue (upper left) 3D reference trajectory. All 3D coordinate s are depicted in mm.

of the tracked 3D hand-forearm limb. Our trajectories are given by the 3D motion
of the wrist point p2. A sliding window is used to match the sequence of 3D points
with a set of hypotheses generated from labelled reference trajectories.

4.1 Determining the Reference Trajectories

In contrast to other previously presented approaches [3], our system relies on a
small number of reference trajectories. They are de�ned by manually labelled
training sequences. The beginning and the end of a reference action are manually
determined and the resulting 3D trajectory is stored with the assigned class
label. To cope with di�erent working speeds, the de�ned reference trajectories are
scaled in the temporal domain (from -20% to +20% of the total trajectory length)
using an Akima interpolation [1]. Fig. 2 (left) shows example 3D trajectories of
the working action class \tightening". In Fig. 2 (right) time scaled ref erence
trajectories are depicted.

After labelling and temporal scaling of the reference trajectories, we construct
a set ofM model trajectories

�
m ( i ) ; i = 1 ; � � � ; M

	
, which are used to generate

and verify trajectory hypotheses in the recognition and prediction process.

4.2 Recognition Process

In our system the beginning and the end of a trajectory are not known a priori,
which is di�erent from the setting regarded in [5]. To allow an online traject ory
matching on the continuous data stream we apply a sliding window approach
which enables us to perform a working action recognition and simultaneously a
long-term prediction of the human motion patterns. In contrast to the probabili s-
tic method of [2] we deterministically match a set of pre-de�ned non-deformable
reference trajectories (Sec. 4.1) over time and discriminate between the di�erent
classes of reference trajectories.

In a preprocessing step, noise and outliers in the trajectory data are reduced
by applying a Kalman Filter based smoothing process [5]. The kinematic model



3D Action Recognition and Long-term Prediction of Human Motion 5

-0.5

0

0.5

-0.25
-0.2

-0.15
-0.1

-0.05

1.3

1.4

1.5

1.6

1.7

1.8

YX

Z
0 20 40 60 80 100

-0.5

0

0.5

time

X

0 20 40 60 80 100
-0.5

0

0.5

time

Y

0 20 40 60 80 100
1.2

1.4

1.6

1.8

time

Z

t 0 1 2 3 4 5 6 7 8 9 10 11
-1

-0.5

0

0.5

1

1.5

time

pr
oj

ec
tio

n 
on

 P
C

 1

Fig. 3. Left: Smoothed 3D input trajectory, the values in the current sli ding window
are red, all other blue. Middle: 3D data for each coordinate and a sliding window of
length 10 frames. Right: PCA normalised data in the sliding window.

of the Kalman Filter is a constant-velocity model. Fig. 3 depicts the smoothed
3D trajectory, the current sliding window of size W = 10 frames, and the values
in the sliding window normalised by a whitened Principal Component Analysis
(PCA). The 3D data are projected only on the �rst principal component (PC
1), since the energy of the �rst eigenvector is always above 90%.

Our sliding window approach consists of �ve essential operations: (i) generate
trajectory hypotheses, (ii) verify hypotheses, (iii) delete hypotheses, (iv) classify
remaining hypotheses, and (v) use a hypothesis for a long-term prediction of the
3D motion.

Generate Trajectory Hypotheses: At timestep t we compare the current input
trajectory Z t ,

Z t =
�
(X ( t � W +1) ; Y( t � W +1) ; Z ( t � W +1) )T ; : : : ; (X t ; Yt ; Z t )T �

; (1)

consisting of the lastW elements of the continuous data stream, with the �rst W
elements of all reference trajectories. The compared trajectories always have the
same length W and are matched with the 3D trajectory matching approach
described in Sec. 4.3. The trajectory matching returns a similarity value for
the two compared trajectories. If this value is smaller than a threshold � sim the
reference trajectory is assigned to the set of hypotheses and the current matching
phase � in the reference trajectory is set to (W + 1) =N. Every hypothesis is
characterised by a current phase� , 0 � � � 1, within the reference trajectory
of length N . The sub-trajectory, de�ned by phase � and length W , aligns the
model data with the current input data in the sliding window. The next essential
operation is to verify the generated hypotheses and move the sliding window
within the model trajectory.

Verify Trajectory Hypotheses: In this step all trajectory hypotheses, generated
at timestep (t � 1) or earlier, are veri�ed. The 3D data Z t in the current sliding
window is matched with the current sub-trajectory in all hypothesis trajectori es.
The current sub-trajectory in a hypothesis trajectory is de�ned by its phase �
and length W . If the 3D trajectory matching approach (Sec. 4.3) returns a
similarity value smaller than � sim , the hypothesis is kept and the current phase�
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in the model is incremented by 1=N. If a hypothesis does not pass the veri�cation
step, the no-match counter 
 of the hypothesis is incremented by one.

Delete Trajectory Hypotheses: This operation deletes all hypotheses for which
the no-match counter exceeds a threshold �noMatch .

Classify Remaining Hypotheses:At timestep t we search all hypotheses which
have a phase� of more than a threshold � recog . If there is more than one
hypothesis and di�erent class labels are present, the no-match counter
 and the
sum of all similarity values during the matching process are used to determine the
winning reference trajectory. After the decision the lastN elements of the input
trajectory are labelled with the class label of the winning reference trajectoryof
total length N .

Cognitive Prediction: The action recognition result is used for a long-term pre-
diction (\cognitive prediction"). At timestep t we search all hypotheses which
having a phase� of more than a threshold � pred . For all hypotheses found we
predict the 3D position k timesteps ahead based on the underlying reference tra-
jectory. Accordingly, the phase (� + k=N) in the reference trajectory is projected
on the �rst principal component (PC 1) based on the PCA transformation of
the current sliding window in the reference trajectory. This transformed value
is then projected to a 3D point by applying the inverse PCA transformation of
the input data Z t in the sliding window. In the case of multiple signi�cant hy-
potheses, the e�ective prediction is given by the mean of all predicted 3D points.
Typical cognitive prediction results are shown in Fig. 5.

4.3 3D Trajectory Matching

In this section we describe our 3D trajectory matching algorithm, which is used
in the recognition process (Sec. 4.2) to determine the similarity between an input
trajectory and a reference trajectory. Our trajectory matching approach consists
of two stages: First, we compare the travelled distances along both trajectories.
Then, in the second stage, we apply the Levenshtein Distance on Trajectories
(LDT) to determine a similarity value. In this framework, a 3D trajector y T of
length N is de�ned as

T =
�
(X 1; Y1; Z1)T ; : : : ; (X N ; YN ; ZN )T �

: (2)

The travelled distance T D(T ) along the trajectory T is given by:

T D(T ) =
NX

t =2




 T t � T ( t � 1)




 : (3)

In the �rst stage we assume that two trajectories S and T are similar if the
travelled distances of both trajectoriesT D(S) and T D(T ) are similar. If S and T
have a similar travelled distance they are PCA normalised and matched with the
Levenshtein Distance on Trajectories (LDT). If they have no similar travelled
distance the process stops at this �rst stage and returns the maximum length of
both trajectories.
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Normalisation: In our application we rely on a small number of reference trajec-
tories extracted from a small number of training sequences. It is possible thatthe
same working action is performed at di�erent positions in 3D space, e.g. tighten-
ing a screw at di�erent locations of an engine. Therefore the normalisation step
should achieve an invariance w.r.t. translation, rotation, and scaling.Hence we
apply a whitened PCA, which ensures the required invariances. Since we use a
sliding window technique, the length of the matched trajectories is small, thus
we project the data only on the �rst principal component (PC 1), de�ned by the
most signi�cant eigenvector, as the energy of PC 1 is always above 90 %. In the
next step the trajectory based similarity measure is computed.

Levenshtein Distance on Trajectories (LDT): At this point, we introduce a new
similarity measure for trajectories by extending the Levenshtein distance [9].The
Levenshtein distanceLD (S1; S2) is a string metric which measures the number of
edit operations (insert, delete, or replace) that are needed to convert stringS1
into S2. We extend this approach to d-dimensional trajectories by using the
following algorithm:

int LDT(trajectory S[1..d,1..m], trajectory T[1..d,1..n], matchingThresh)
// D is the dynamic matrix with m+1 rows and n+1 columns
declare int D[0..m, 0..n]
for i from 0 to m D[i, 0] := i
for j from 1 to n D[0, j] := j

for i from 1 to m
for j from 1 to n

if(L2Norm(S[1..d,i] - T[1..d,j]) < matchingThresh)
then subcost := 0
else subcost := 1

D[i, j] := min(D[i-1, j] + 1, // deletion
D[i, j-1] + 1, // insertion
D[i-1, j-1] + subcost)// substitution

return D[m, n]
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Fig. 4. PCA normalised reference tra-
jectory (blue), the matching borders
(dotted), a PCA normalised input tra-
jectory (red) and the point correspon-
dences (green) between both trajecto-
ries. The required number of edit oper-
ations is two.

LDT (S; T ) returns the number
of edit operations required to trans-
form S into T and o�ers the capabil-
ity to handle local time shifting. The
matching threshold maps the Euclid-
ean distance between two pairs of el-
ements to 0 or 1, which reduces the
e�ect of noise and outliers. Fig. 4 de-
picts a PCA normalised reference tra-
jectory, an input trajectory, and the
point correspondences between the
trajectories. In this example the num-
ber of edit operations to transform the
reference trajectory into the input tra-
jectory is two.
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5 Experimental Investigations

The system is evaluated by analysing 10 trinocular real-world test sequences
acquired from di�erent viewpoints. These sequences contain working actions
performed by �ve di�erent test persons in front of a complex cluttered working
environment. Each sequence contains at least 900 image triples. The mean dis-
tance of the test persons to the camera system varies from 1:5m to 2m. Each
sequence contains the actions listed in Table 1. All actions are performed withthe
right hand. The actions were shown to the test persons by a teacher in advance.
All sequences were robustly and accurately tracked at virtually all timesteps
with our 3D tracking system described in Sec. 3. Similar to [6] we incorporate
spatial context for the actions \tightening" and \plugging", since it is known
where the worker has to tighten the screw and to place the plug and these po-
sitions are constant during the sequence. The 3D positions of the screws and
holes are obtained from the 3D pose of the engine, which was determined by
bundle adjustment [12] based on the four reference points indicated in Fig. 5.
We utilise the following thresholds de�ned in Sec. 4: � sim = 3, � noMatch = 3,
and � recog = 0 :9. In the experiments we assume that if the system recognises
the class \tightening" at two consecutive timesteps, the worker tightens a screw.
As can be seen from Table 1, the system achieves recognition rates around 90%

Action Training Trajectories (#) Test Trajectories (#) Recognise d (%)
tightening a screw 4 36 92

transfer motion 6 54 89
plugging 2 18 89

Table 1. Action recognition results.

on the test sequences. The recognition errors can be ascribed to tracking er-
rors and motion patterns that di�er in space and time from the learned motion
patterns. Higher recognition rates may be achieved by using more training se-
quences, since the scaling in the temporal domain of the reference trajectories is
not necessarily able to cope with the observed variations of the motion patterns.
Our recognition rates are similar to those reported by Croitoru et al. [5] and
Fritsch et al. [6]. Croitoru et al. use segmented 3D trajectories in theirexperi-
ments, which is di�erent from our approach. Fritsch et al. [6] rely on 2D data
and their method is not independent of the viewpoint.

An additional experiment was performed to determine the accuracy of the
long-term prediction (k = 5, corresponding to 0:25 s). We utilise � pred = 0 :6 as
a prediction threshold. As a ground truth for this experiment, we use the results
of the 3D tracking system. Table 2 shows the mean and standard deviation of
the Euclidean distance between the long-term prediction result and the ground
truth for all test sequences. The values in Table 2 are plotted in millimetres for
the proposed cognitive prediction approach and a Kalman Filter with a constant-
velocity model as a reference method. As can be seen from Table 2, our long-
term prediction achieves more reliable results than the Kalman Filter method.
While the mean deviations are smaller about one third the random 
uctuations,
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Name mean dist mean dist KF std dist std dist KF
Kia2 61 77 32 55

Markus1 79 105 50 94
Markus2 90 118 63 101
Markus3 71 86 34 64
Stella1 63 89 33 63
Stella2 86 113 58 106
Lars1 66 81 43 86
Lars2 60 93 40 88

Christian1 67 89 35 75
Table 2. Long-term prediction results.

(a) (b)
Fig. 5. Cognitive prediction results for reversing motion (a) and transfer mot ion (b).
In (a) and (b), the left image shows the input image at timestep t with the adapted
hand-forearm model (green) and the trajectory (blue: transfer motion ; red: tightening;
cyan: unknown). The right image shows the image at timestep t + 5 with the ground
truth position of the wrist (green cross), the cognitive prediction r esult (red or blue
cross, depending on the action), and the Kalman Filter result with con stant velocity
model (yellow cross). The four linked points are reference points on the engine.

represented by the standard deviation, are reduced by a factor of about 2 by
our approach. Especially for reversing motion, e.g. while tightening a screw or
plugging, the proposed prediction technique is highly superior to the Kalman
Filter (cf. Fig. 5).

6 Summary and Conclusion

We have introduced a method for 3D trajectory based action recognition and
long-term motion prediction. Our approach allows a classi�cation and discrimi-
nation between di�erent working actions in a manufacturing environment. The
trajectory classi�cation relies on a novel similarity measure, the Levenshtein
Distance on Trajectories (LDT). Our experimental investigations, regarding 10
long real-world test sequences, have shown that our recognition system achieves
recognition rates around 90%, requiring only a small number of training trajec-
tories. The proposed trajectory recognition method is viewpoint independent.
Intermediate results of the action recognition stage are used for the long-term
prediction of complex motion patterns. This cognitive prediction approach yields
metrically more accurate results than a Kalman Filter based reference approach.
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Future work may involve online learning of reference trajectories and the
integration of HMMs, provided that an adequate number of training sequences
are available.
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