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Abstract 
In this contribution we apply a new generic 3D curve model of the head-shoulder contour 
in the framework of the Multiocular Contracting Curve Density (MOCCD) algorithm to 
track the human head-shoulder silhouette over time. The MOCCD is integrated into a 
multi-hypothesis tracking system and its suitability for 3D tracking of the head-shoulder 
silhouette in front of cluttered background is examined. The generic 3D head-shoulder 
model is not adapted to a particular human and only a coarse initialisation of the model 
parameters is required. We show that the usage of three MOCCD algorithms with three 
different kinematic models within the tracking system leads to an accurate and temporally 
stable tracking. Experimental investigations are performed on four real-world test se-
quences showing three different test persons at a distance of 1.6 – 4.2 m to the camera  
in front of cluttered background. We achieve typical pose estimation accuracies  
of 50 – 90 mm for the average deviation from the ground truth. The rotation of the shoulder 
and head around the viewing direction are estimated with an angular RMSE of 3 – 13 de-
grees. 

1 Introduction 

Today, industrial production processes in car manufacturing worldwide are characterised by 
either fully automatic production sequences carried out solely by industrial robots or fully 
manual assembly steps where only humans work together on the same task. Up to now, 
close collaboration between human and machine is very limited and usually not possible 
due to safety concerns. Industrial production processes can increase efficiency by establish-
ing a close collaboration of humans and machines, making use of their unique capabilities. 
The recognition of interactions between humans and industrial robots requires vision meth-
ods for 3D pose estimation and tracking of the motion of both human body parts and parts 
of the robot based on 3D scene analysis. In this paper we address the problem of marker-
less 3D pose estimation and tracking of the motion of the human head-shoulder contour in 
front of a cluttered background. 

BIRCHFIELD (1998) introduces a 2D head tracking approach and uses a simple elliptical 
model. To adapt the model he relies on intensity gradients and colour histograms. There are 
a lot of related approaches, having in common that they work in 2D image space and are 
robust and fast. Industrial vision-based safety systems rely on an accurate 3D pose estima-
tion of human body parts, which limits the usage of such approaches in our application.  

Similar to (PLÄNKERS &  FUA (2003), ROSENHAHN et al. (2005)) we apply a multi-view 3D 
pose estimation algorithm which is based on silhouette information.  
PLÄNKERS &  FUA (2003) use 3D data generated by a stereo camera to obtain a pose estima-
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tion and tracking of the human upper body. The upper body is modelled by implicit sur-
faces, and silhouettes are used in addition to the depth data to fit the surfaces. ROSENHAHN 
et al. (2005) track a 21 DoF 3D upper body model using a four-camera setup. The pose 
estimation is based on silhouettes which are extracted using level set functions. A high 
metric accuracy is achieved in the absence of cluttered background. Tracking is performed 
by using the pose in the previous frame as initial pose in the current frame. A common 
limitation of both approaches is the estimation of a single pose which is updated at every 
time step. To achieve a more robust tracking, we apply a multi-hypothesis framework. 

HANEK (2004) introduces the Contracting Curve Density (CCD) algorithm and applies it to 
various curve fitting problems. To track the human head-shoulder silhouette in 2D, he uses 
the CCD tracker and a point distribution model with 12 degrees of freedom.  We apply the 
Multiocular Contracting Curve Density (MOCCD) algorithm (KRUEGER 2007, 
HAHN et al. 2007), a 3D extension of the CCD algorithm, to track the 3D pose of the human 
head-shoulder contour. In contrast to (HANEK 2004) we use a simple and generic 3D curve 
model and apply the MOCCD algorithm as the measurement system in a multi-hypothesis 
Kalman filter tracking framework. 

2 Theoretical Background 

2.1 The CCD Algorithm 

The real-time CCD algorithm (HANEK 2004) fits a parametric curve ),( �ac  to an imageI . 
The parameter ]1,0[Îa  increases monotonically along the curve, and � denotes a vector 
containing the curve parameters to be optimised. The principle of the CCD algorithm is 
depicted in Fig. 1. The input values of the CCD are an image I and the Gaussian a priori 

distribution )ˆ,ˆ|( �� �m�p  of the model parameters � , defined by the mean �m̂ and the 

covariance ��̂ . The CCD algorithm estimates a model pose by computing the maximum 
of the a posteriori probability (MAP) according to 

)()|()|( ��II� ppp ×= . (1) 

In Eq. (1) )|( �Ip  is approximated by ),(|( ��mI SSp , with ),( ��m SS  representing the 
pixel value statistics close to the curve. The maximisation of Eq. (1) is performed by iterat-
ing the following two steps until the changes of the estimated parameter vector fall below a 
threshold or a fixed number of iterations are completed. The procedure starts from the user 

supplied initial density parameters )ˆ,ˆ( �� �m . 

1. Compute the pixel value statistics ),( ��m SS  on both sides of the curve. For grey-
scale images this procedure amounts to computing a mean and a standard deviation of 
the pixel grey values on either side of the curve. 

2. Refine the curve density parameters ),( ��m S  towards the maximum of Eq. (1) by 
performing one step of a Newton-Raphson optimisation procedure. This step moves 
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the segmentation boundary such that the image content (grey values) conforms better 
with the pixel statistics, e.g. towards an edge.   

A numerically favourable form of Eq. (1) is obtained by computing the log-likelihood 

 )]ˆ,ˆ|()),(|(ln[2)( ���� �m�mI� pSpX ×S-= . (2) 

In terms of image processing this procedure can be seen as follows: The Gaussian probabil-
ity density ),(|( ��mI SSp  is an edge detector along the curve normal, i.e. if the curve is 
at the edge, the function value is maximal. In contrast to classical edge detectors (e.g. So-
bel, Prewitt) the kernel size is adaptive and the function is spatially differentiable. These 
properties are the main reasons for the robustness and accuracy of the CCD algorithm. 

I I

d d

Iteration 1 Iteration n  

Fig. 1: The principle of the CCD algorithm. Fitting the segmentation boundary (bold line) 
to the image grey values (solid line) by estimating the mean (dashed line) and standard 
deviation (dotted line) on either side of the assumed boundary. The boundary is moved 
such that the image grey values have the highest probability according to the means and 
standard deviations. 

2.2 The MOCCD Algorithm 

The MOCCD algorithm (KRUEGER 2007, HAHN et al. 2007) is an extension of the CCD 
algorithm to multiple calibrated cameras by projecting the boundary of a 3D contour model 
into each image. The intrinsic and extrinsic parameters of the camera model are obtained by 
multiocular camera calibration (KRÜGER et al. 2004). An arbitrary number of images cN  
can be used for this projection. We maximise the joint probability 

)]ˆ,ˆ|())),(|(ln[(2)( 1 ���� �m�mI� pSpX cN
c cc ×Õ S-= =  (3) 

with ),( ��m ScS  representing the grey value statistics close to the projected curve in im-

age cI . The underlying assumption is that images are independent random variables. The 
MOCCD performs an implicit triangulation in this case. For further information about the 
MOCCD algorithm we refer to (KRUEGER 2007, HAHN et al. 2007). 
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3 3D Tracking of the Head-Shoulder Contour 

3.1 Modelling the Head-Shoulder Contour 

We use a generic 3D curve model with seven parameters to describe the human head-
shoulder contour. The curve model consists of 13 3D control points (Fig. 2 (left)) defined 
by the following parameter vector: 

[ ]TrPPP zyx 421111 ,,,,, bba ,= � . (4) 

The 13 control points of the curve lie on a plane which is parallel to the XY plane of the 
camera coordinate system, therefore all curve points have the same depth. The 3D control 
points ],,,,,[ 131211321 CCCCCC  of the neck are computed based on the centre axis 21PP  of 

the neck and the radii , 13.01 mr =  42 5.1 rr ×= , and 43 9.0 rr ×= . Only the radius 4r  is ob-
served (Eq. 4), the dependencies of all other radii are derived from human anatomy  
(Fig. 2 (middle)). The neck axis is defined by the 3D point 1P  (centre of the neck), the 

rotation 1b  around the Z axis, and the predetermined length neckl  of the neck. The 3D con-

trol points 104 CC -  of the head are computed based on the centre axis 32PP  of the head 

and the radii 4r  (estimated), ,3.1 45 rr ×=  and 46 15.1 rr ×= . The head axis is defined by 2P , 

the orientation 2b  and the length headl . The parameter a is used to approximate the per-
spectivical foreshortening of the human head-shoulder silhouette. The control points are 
scaled down in the direction of the neck and head axis by the factor )cos(a . The perspec-

tive view also yields a stretching of the shoulder and neck points 41 CC -  and 1310 CC -  in 

the directions indicated by arrows in Fig. 2 (right) by a factor of ))cos(1(1 a-+ . 
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Fig. 2: Left: Head-shoulder curve model. Middle: Projection of the 3D curve model into 
an image. Right: Description of the approximation to handle the perspectivical foreshorten-
ing of the human head-shoulder silhouette. 

As the MOCCD algorithm adapts a smooth model curve to the image, the 3D control points 
of the curve are projected into the image and a smooth curve is computed using Akima 
interpolation (AKIMA 1970) over the 13 projected control points. Examples of smooth pro-
jected curves are depicted in Fig. 4. 
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3.2 System Overview 

The system model is depicted in Fig. 3, the input images are acquired with a trinocular 
camera system (horizontal and vertical baseline 150 mm, 6 mm focal length). The cameras 
are synchronised and capture images with a resolution of 516x389 pixels in 14 fps. 
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Fig. 3: The system model. 

To start tracking, a coarse initialisation of the model parameters at the first time step is 
required, since the MOCCD algorithm refines a given a priori 3D pose. At all other time 
steps the MOCCD algorithm uses as an initialisation the predicted pose of the associated 
Kalman filter (KF). In the tracking system (Fig. 3) we apply three instances of the MOCCD 
algorithm in a multi-hypothesis Kalman filter framework (HAHN et al. 2007). Each 
MOCCD instance is associated with a Kalman filter and each Kalman filter implements a 
different kinematic model, assuming a different object motion. The idea behind this kine-
matic modelling is to provide a sufficient amount of flexibility for fast changing head-
shoulder motion. The used kinematic models are constant-acceleration, constant-velocity, 
and constant-position. After the computation of all three MOCCD measurements, the best-
fitting model of the parameter vector at time step t  is selected based on a Winner-Takes-
All (WTA) approach. As criteria for the measurement quality, we utilize (i) the confirma-
tion measurement of the MOCCD, (ii) the quality of the prediction, and (iii) the difference 
of the grey value statistics along the model curve. The confirmation measurement intro-
duced by HANEK (2004) is an indicator of the convergence of the MOCCD algorithm. The 
second criterion describes how similar the prediction of the tracker and the measurement of 
the MOCCD are. With the third criterion it is ensured that the MOCCD separates grey 
value statistics along the projected curve. A measurement that is better than all others in at 
least two criteria is deemed the winner. 
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4 Experimental Results 

The system is evaluated on four test sequences which display three different test persons 
performing complex movements. Each sequence contains at least 200 image triples. The 
distance of the test persons to the camera system varies from 1.6 m to 4 m. The ground 
truth consists of the centre point of the neck in the world coordinate system, which corre-
spond to the estimated point 1P  and the rotation angles 1b  and 2b . To extract the ground 
truth we attach markers on the forehead and shoulder joints of the test person (see Fig. 4 
(first row, middle column)). These markers were automatically detected in the three images 
of the camera system, and the 3D coordinates were computed by bundle adjustment. The 
ground truth for the centre of the neck is determined with the mean of the 3D points on the 
shoulder joints. The rotation of the shoulder is computed with the 3D points on the shoulder 
joints and the orientation of the head is determined with the centre of the neck and the 3D 
point on the forehead.  

The experimental results are computed with a coarse initialisation of the test person in the 
first frame and the approximate and fixed length of the neck ( mmlneck  70= ) and head 

( mmlhead  220= ). The experimental results listed in Table 1 show that the accuracy of the 
pose estimation is 50 – 90 mm for the average Euclidean distance to the ground truth point, 
where the corresponding standard deviations amount to 30 – 75 mm. The rotation of the 
head and shoulder around the viewing direction are estimated with an angular root-mean-
square error (RMSE) of 3 – 13 degrees. The estimation of the shoulder angle can be af-
fected by the clothing of the test person, e.g. it is possible that the curve model is fitted to 
the collar and rather than the shoulder silhouette. Fig. 5 (right) depicts that the general be-
haviour of the rotation angle of the head can be estimated, but an error remains since the 
used model is too coarse. Fig. 5 (left) shows that the system is able to track the 3D pose in 
an accurate and robust manner. Compared to the work by ROSENHAHN et al. (2005) we 
achieve lower accuracies but they require detailed person-specific modelling, more cam-
eras, wide baselines, and less complex backgrounds. 

 

Table 1: Experimental results. “RMSE” denotes the root-mean-square error. 

Name Average Euclidean 
deviation in mm 

RMSE 
shoulder angle in degrees 

RMSE 
head angle in degrees 

Seq01 74 ± 75 8.13 4.04 

Seq02 67 ± 73 3.36 5.39 

Seq03 47 ± 27 3.83 8.94 

Seq04 87 ± 66 13.91 no ground truth 
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beginning middle endbeginning middle end  

Fig. 4: Tracking results: The estimated smooth curve model is depicted in image sections 
from camera 1. The rows correspond to (i) Seq01, (ii) Seq02, (iii) Seq03, and (iv) Seq04. 
The columns show the results at the beginning, middle, and end of the sequence. 
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Fig. 5: Left: Pose estimation results for Seq01 for X (horizontal position) and Z (depth) 
compared to the ground truth. Right: Estimated head angle in Seq03 compared to the 
ground truth. 
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